
8688 IEEE ROBOTICS AND AUTOMATION LETTERS, VOL. 11, NO. 7, JULY 2026

FillFusion-GS: From Sparse Scans to Dense Scenes
via Visual-Structure-Guided 3D Gaussian Splatting
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and Shengjie Zhao , Senior Member, IEEE

Abstract—Achieving high-fidelity dense 3D reconstruction re-
mains a critical challenge in autonomous robotics. While 3D Gaus-
sian Splatting (3DGS) has shown promise, its application with
LiDAR is severely hindered by the mismatch between the dense
initialization required by 3DGS and the inherent sparsity and
limited field of view of LiDAR. This data deficiency results in inter-
scan voids and unobserved structural voids, which force Gaus-
sian primitives to undergo disordered deformation and splitting
during optimization, ultimately degrading reconstruction quality.
To bridge this gap, we propose FillFusion-GS, a novel geometry-
aware hybrid explicit-implicit LiDAR-Camera fusion reconstruc-
tion framework. Unlike existing methods, our method prioritizes
establishing a structurally complete and dense spatial distribution
of primitives before optimization. Specifically, implicit neural rep-
resentations are employed to extract continuous scene surfaces
from sparse LiDAR scans to resolve inter-scan voids. Building
upon this, a Visual Planar-Guided Structure Completion (VP-GSC)
module is introduced to leverage 2D visual cues for completing
unobserved structural voids. With this complete primitive spatial
distribution established, a tightly-coupled optimization scheme is
further incorporated to ensure cross-modal consistency, enabling
both high-fidelity rendering and accurate geometry. Additionally,
a multi-sensor indoor dataset named the Jishi dataset is collected
using a custom handheld device, allowing for flexible trajectories.
Extensive experiments on public benchmarks and the Jishi dataset
demonstrate that FillFusion-GS effectively fills geometric voids,
outperforming state-of-the-art methods in terms of both geometric
accuracy and visual rendering quality.

Index Terms—LiDAR-camera fusion, 3D Gaussian splatting,
dense mapping.

I. INTRODUCTION

R ECONSTRUCTING large-scale environments from
posed multi-sensor observations is a fundamental

pursuit in autonomous robotics [1]. This objective demands
addressing two intertwined challenges: robust localization,
which estimates the sensors’ trajectory, and high-fidelity
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mapping, which constructs a coherent geometric and
photometric model of the surroundings [2]. Although tightly
coupled LiDAR-Visual-Inertial (LVI) systems enable precise
trajectory estimation, transforming these sensor streams
into a photorealistic, structurally complete, and dense 3D
representation remains a significant hurdle [3], [4].

In recent years, differentiable rendering-based methodolo-
gies, exemplified by Neural Radiance Fields (NeRF) [5] and
Gaussian Splatting (GS) [6], [7], [8], [9], have emerged as effec-
tive paradigms for dense 3D reconstruction. However, these ap-
proaches tend to prioritize rendering quality, often falling short
in terms of geometric reconstruction accuracy. Both NeRF and
GS rely heavily on sparse point clouds derived from Structure-
from-Motion (SfM) pipelines [10] to initialize the spatial dis-
tribution of their respective implicit or explicit primitives. Con-
sequently, the inherent sparsity of such initialization inevitably
results in incomplete scene geometry. Furthermore, NeRF-based
methods rely on dense ray sampling, which incurs substantial
computational overhead and lacks geometric interpretability, of-
ten resulting in artifacts. Although GS-based approaches achieve
real-time rendering, their sensitivity to sparse initialization and
lack of geometric constraints gravitate towards local minima,
causing blurred details and incomplete geometry [11], [12].

Fusing LiDAR point clouds with images offers a viable strat-
egy to mitigate the initialization sensitivities for Gaussian Splat-
ting. A straightforward solution involves directly initializing the
spatial distribution of Gaussian primitives by point coordinates
and optimizing color attributes via image supervision [13].
However, the performance of such schemes is severely limited
by two critical gaps. On the one hand, the limited vertical field
of view and sparse scanning patterns of LiDAR scans often
yield incomplete scene coverage, resulting in inter-scan voids as
well as unobserved structural voids. These unfilled voids trigger
disordered and redundant densification of Gaussian primitives
during the optimization. Such uncontrolled primitive prolifer-
ation inevitably gives rise to fog-like floating artifacts, which
significantly degrade both geometric reconstruction accuracy
and photo-realistic rendering quality. On the other hand, without
a cross-modal consistency strategy, unregulated Gaussian defor-
mation and opacity fluctuations severely compromise geometric
consistency, limiting the overall reconstruction performance.

To bridge the aforementioned gaps, we propose FillFusion-
GS, a hybrid explicit-implicit LiDAR-Camera fusion recon-
struction framework designed for real-world 3D reconstruc-
tion. As shown in Fig. 1, this framework effectively fills both
inter-scan voids and unobserved structural voids. It recon-
ciles the mismatch between sparse observations and the dense
requirements of Gaussian primitives through a complemen-
tary LiDAR-Camera strategy. Specifically, to address inter-scan
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Fig. 1. Overview of FillFusion-GS capabilities. The framework utilizes
LiDAR-Camera inputs to perform dense surface reconstruction. As highlighted
in the yellow region, it effectively fills inter-scan voids arising from the sparsity
of LiDAR scans. Simultaneously, as shown in the blue region, it reconstructs
unobserved structural voids caused by limitations in the LiDAR vertical Field-
of-View (FoV).

sparsity, implicit surface reconstruction is conducted to regular-
ize raw LiDAR measurements, extracting continuous surfaces
to establish a dense and uniform initialization for explicit Gaus-
sian primitives. Complementing this, a Visual Planar-Guided
Structure Completion (VP-GSC) module is introduced. By
extracting and leveraging visual planar cues, this module effec-
tively recovers geometric structures within unobserved voids.
This provides a robust structural prior for the optimization,
which successfully suppresses the disordered and redundant
densification of Gaussian primitives within these voids, thereby
preventing the emergence of fog-like artifacts. Furthermore, a
joint cross-modal optimization scheme is devised to guide the
completed Gaussian primitives toward high-fidelity geometry
and appearance. By integrating opacity-weighted normal con-
sistency constraints with photometric rendering constraints, this
scheme mitigates the impact of raw sensor noise, simultaneously
guaranteeing metric geometric accuracy and high-fidelity visual
rendering.

To validate the efficacy of FillFusion-GS, extensive evalu-
ations are performed on public benchmarks [14] and the Jishi
dataset, a large-scale indoor dataset collected via a custom hand-
held platform. Distinct from conventional datasets recorded by
mobile chassis, the Jishi dataset features more flexible trajecto-
ries and richer viewpoints, thereby imposing greater challenges
for consistent reconstruction. Experimental results demonstrate
that the proposed framework outperforms state-of-the-art solu-
tions in both geometric completeness and rendering quality, even
under these demanding conditions.

The main contributions of this work are summarized as fol-
lows:� We propose FillFusion-GS, a novel geometry-aware hy-

brid explicit-implicit LiDAR-Camera fusion reconstruc-
tion framework. This framework effectively fills both inter-
scan voids and unobserved structural voids, thereby achiev-
ing high-quality reconstruction.� We develop a Visual Planar-Guided Structure Completion
(VP-GSC) module, which utilizes visual structural priors
to fill geometric voids, providing an accurate and complete
spatial distribution for Gaussian primitives.� We design a cross-modal consistency optimization scheme
that enforces structural alignment between LiDAR-derived
geometry and the camera-rendered radiance field, signifi-
cantly improving mapping robustness.� We conduct extensive experiments on diverse real-world
datasets, including public benchmarks [14] and the Jishi
dataset captured using a handheld device, demonstrating

state-of-the-art reconstruction performance in terms of ge-
ometric accuracy and visual fidelity.

II. RELATED WORK

A. Neural Surface Reconstruction

Differentiable rendering frameworks have introduced a new
paradigm for surface reconstruction and have emerged as
a prominent research hotspot. Implicit representations like
NeRF [5] model scenes continuously but originally suf-
fered from prohibitive computational costs. Although Instant-
NGP [15] significantly accelerated this process using multi-
resolution hash encodings, implicit methods still face chal-
lenges in maintaining geometric consistency without explicit
constraints. To address this, 3D Gaussian Splatting (3DGS) [6]
introduced an explicit representation, enabling real-time render-
ing and facilitating the emergence of GS-based SLAM meth-
ods [7], [16], [17]. However, standard 3DGS often yields noisy,
unstructured geometry that complicates mesh extraction.

To mitigate these geometric irregularities and suppress noise,
recent research has pivoted towards surface-aligned strategies.
Pioneering works such as SuGaR [9] and 2DGS [18] enforce
explicit alignment constraints—either by binding Gaussians to a
derived mesh or flattening them into surfels—to achieve superior
geometric fidelity and facilitate high-quality mesh rendering.
Nevertheless, a critical limitation persists across these frame-
works: they rely heavily on accurate geometric priors for ini-
tialization. Consequently, they struggle significantly in robotic
scenarios where the inherent geometric structure is incomplete
or sparse, leading to reconstruction failures.

B. LiDAR-Camera Mapping

LiDAR-camera mapping leverages the inherent complemen-
tarity between the two modalities [4], [19], [20]. LiDAR sensors
provide accurate, scale-aware 3D observations, which serve as
reliable geometric priors for differentiable rendering frame-
works. Conversely, cameras capture images with rich texture
information, allowing for fine-grained photometric optimiza-
tion upon this geometric backbone [21], [22]. By integrating
LiDAR-derived structural constraints with visual appearance
supervision, these methods achieve robust and high-fidelity
reconstruction.

Early attempts in this domain often relied on implicit repre-
sentations. For instance, M2Mapping [23] enforces geometric
consistency in NeRF through the combination of Neural SDFs
and ray marching. Although it achieves high-quality reconstruc-
tion, the reliance on volumetric sampling results in significant
computational expense. To improve efficiency, the research fo-
cus has shifted towards Gaussian-based fusion. GS-SDF [24]
integrates the efficiency of Gaussian splatting with the geometric
consistency of SDFs, using SDF constraints to guide the distribu-
tion of Gaussians towards the underlying surface. Furthermore,
direct utilization of LiDAR points for initialization and regu-
larization has proven effective. LIV-GaussMap [13] stabilizes
splat orientations and positions using planar priors derived from
LiDAR-inertial odometry, enabling real-time radiance field map
rendering. Similarly, LI-GS [25] incorporates LiDAR data for
accurate large-scale reconstruction by utilizing Gaussian Mix-
ture Models to constrain the distribution of Gaussian primitives.
These methods demonstrate that explicitly coupling LiDAR
geometry with differentiable rendering primitives significantly
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Fig. 2. Overview of FillFusion-GS. The pipeline starts with processing LiDAR-visual-inertial streams to obtain trajectories via odometry. Subsequently, the
geometry initialization module converts sparse LiDAR scans into dense implicit surfaces. To address unobserved voids, the Visual Planar-Guided Structure
Completion (VP-GSC) module (right callout) regresses the 3D plane to fill geometric voids in the Gaussians. Finally, the Gaussian primitives are refined via the
cross-modal consistency optimization scheme composed of Lrgb, Lgeo, and Lscale, ensuring both reconstruction accuracy and photorealism.

enhances the robustness and accuracy of mapping in complex
environments.

III. METHODOLOGY

A. System Overview

As illustrated in Fig. 2, FillFusion-GS operates in a local-
ization + dense mapping pipeline. The pipeline starts with a
localization front-end that processes raw data to output ac-
curate 6-DoF sensor poses, deskewed LiDAR point clouds,
and images. Then, to overcome the inter-scan voids, a Neural
Signed Distance Field (NSDF) [26] is constructed to encode
the point clouds, thereby deriving a continuous implicit surface
representation. This implicit model enables the generation of
uniformly sampled initialization points for the 3D Gaussian
Splatting (GS) model, thus providing a dense geometric prior.
Building upon the prior, the VP-GSC module actively fills the
unobserved structural voids by leveraging image-plane cues.
Finally, cross-modal joint optimization is performed to enforce
consistency among photometric rendering, geometric normals,
and surface flatness, thus ensuring that the reconstructed results
are both visually photorealistic and geometrically accurate.

B. Localization Front-End

Standard GS mapping relies on SfM [10] for initializa-
tion, which suffers from poor scalability in large-scale envi-
ronments [27], [28] and pose inaccuracies caused by feature
matching errors. Furthermore, LiDAR motion distortion com-
promises initialization precision. To address these limitations,
FillFusion-GS adopts a tightly-coupled LiDAR-visual-inertial
odometry [19] to incrementally estimate the trajectory T and
generate a motion-compensated, globally registered point cloud
map PL.

C. LiDAR-Visual Geometric Structure Initialization

1) Geometric Initialization via Implicit Encoding: Directly
initializing Gaussians from sparse, non-uniform LiDAR scans
PL leads to structural artifacts. We mitigate this by encoding
geometry into an NSDF f�(p) = (s(p), �(p)), which predicts

signed distance s and uncertainty �. The network is optimized
via:

Lnsdf = �sdfLsdf + �eikLeik, (1)

where �sdf = 1.0 and �eik = 0.1. Lsdf anchors the zero-level
set to the LiDAR scans pgt, weighted by a predicted uncertainty
to handle sensor noise. Specifically, we map the SDF values
to occupancy probabilities and apply a Binary Cross-Entropy
(BCE) loss:

Lsdf =
1
N

N�

i=1

�
�
s(pl,i)� s(pgt,i)

�(pl,i)

�
, (2)

where N denotes the number of sampled points, and �(•) is
the cross-entropy loss. The term �(•) acts as a spatially varying
uncertainty parameter, which is jointly predicted by the network
alongside the SDF. By predicting a larger � in noisy regions, the
network adaptively flattens the probability distribution, thereby
reducing the penalty from unreliable LiDAR scans. To ensure
geometric consistency, Leik enforces the Eikonal constraint:

Leik =
1
N

N�

i=1

�
��pl,is(pl,i)�2 � 1

�2 , (3)

where �s(•) represents the spatial gradient of the distance field.
By learning a continuous distance field, the NSDF effectively in-
terpolates between inter-scan voids, providing a dense, uniform
initialization for Gaussian primitives.

2) Visual Planar-Guided Geometric Structure Completion:
Although NSDF constructs a globally consistent implicit ge-
ometry, unobserved structural voids stemming from LiDAR
FOV limitations inevitably persist. To address this, our VP-GSC
module formulates structural void completion as a plane recon-
struction problem by leveraging dense 2D planar priors [29], as
illustrated in the right subfigure of Fig. 2.

Utilizing the trained NSDF model f�, Gaussian anchors
X � RN×3 are initialized from extracted mesh vertices with
log-scales S � RN×3 derived from K-nearest neighbor dis-
tances, where N is the number of vertices. Rotations
R = {Ri � SO(3), i = 1 . . . N} and opacities A � RN are
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initialized through SDF-based geometric guidance, while col-
ors C = {ci|ci � R3, i = 1 . . . N} encoded by spherical har-
monics are randomly assigned to construct Gaussians � =
{X ,S,R,A, C}. Based on �, the depth for each pixel is ren-
dered by accumulating the expected depth along each camera
ray via alpha compositing,

D(u; �) =
|�|�

i=1

zi(u; �)
�

j<i

(1� �j(u; �))�i(u; �), (4)

where �i(u; �) is the effective opacity of the i-th Gaussian at
pixel u, zi(u; �) denotes the center depth of the i-th Gaussian
at pixel u. Then, pixels can be categorized into an observed set
�obs (D(u; �) > 0) and a void set �void.

Employing a lightweight plane detection method, a set of N
plane masks {Mk � RW×H}Nk=1 of images can be obtained.
For each planar region Mk, the valid pixels are back-projected
into camera coordinates (Xobs,k = {xi|xi = [xi, yi, zi]�}) us-
ing camera intrinsics K � R3. Then, the plane parameters,
denoted by the normal vector nc � R3 and distance dc, are
estimated by minimizing the orthogonal distance error over the
observed points Xobs,k,

min
nc,dc

�

xi�Xobs,k

�n�
c xi + dc�2, s.t. �nc� = 1. (5)

Subsequently, for each unobserved pixel �u = [u, v]� �
�void, the missing depth zfill is analytically recovered by inter-
secting the viewing ray with the estimated plane,

zfill(�u) =
�dc

n�
c K�1�u

, (6)

where �u = [u, v, 1]� is the homogeneous coordinate. The
points in the unobserved region Xvoid = {xfill,i|xfill,i =
[xfill,i, yfill,i, zfill,i]�, i = 1 . . . |�void|} can be obtained via
back-projection.

To integrate the completed geometry into the current Gaus-
sians, new primitives are generated in the filled regions using
a grid sampling strategy with a stride of �pix. The attributes
of these primitives are initialized to ensure physical consistency
with the underlying surface. The rotationRvoid = {Rc,i|Rc,i �
SO(3), i = 1 . . . |�void|}, is derived from nw = Rwcnc, where
Rwc is camera-to-world rotation. A local tangent vector Rc,i
is constructed using the Gram-Schmidt process to align the
Gaussians’ local z-axis with the surface normal,

Rc,i = [t1, t2,nw], where t1 =
nw × a
�nw × a�

, t2 = nw × t1,

(7)
where a is an arbitrary reference vector not parallel to nw.

Furthermore, to prevent aliasing and ensure surface flatness,
for each completed Gaussians the scaling Svoid = {sc,i|sc,i =
[sx, sy, sz]�, i = 1 . . . |�void|} is determined adaptively based
on the pixel footprint projected at depth zfill,

sx = �
zfill
fx

�pix, sy = �
zfill
fy

�pix, sz = 0.5min(sx, sy),

(8)
where fx, fy denote the focal lengths, and � is a
density hyperparameter. The opacities for completed
Gaussians are denoted by A = {�void,i|�void,i = logit(�0),
i = 1 . . . |�void|}. Finally, the completed Gaussians are �c =

{Xvoid,Svoid,Rvoid,Avoid, Cvoid}, where Cvoid � R|�void|×3

are randomly assigned colors. �c is incorporated into � to
complete the Gaussian Splatting (GS) parameterization of the
scene, which is still denoted as �.

D. Cross-Modal Gaussians Optimization

1) Gaussian Primitives Color Initialization: In Section
III-C2, the geometric attributes of Gaussian Primitives � are
reasonably determined, while their color attributes are only
assigned randomly. To accelerate convergence, the geometric
attributes (position, scale, rotation, and opacity) are fixed, the
color attributes are optimized on all training images. This con-
tributes to the stable training of the Gaussian Primitives.

Analogous to (4), pixel color is computable using alpha
blending,

C(u; �) =
|�|�

i=1

ci(u; �)
�

j<i

(1� �j(u; �))�i(u; �). (9)

The Gaussians’ color attribute is optimized by a weighted loss
Lrgb that combines the L1 and SSIM losses,

Lrgb = �1L1(C,Cgt) + �ssim(C,Cgt). (10)

2) Consistency and Scale Regularization: Relying solely on
RGB loss leads to structural fragmentation and floating artifacts
in complex scenes. To address this, we introduce two regular-
ization terms:

Geometric Consistency: We define a loss Lgeo to align Gaus-
sian normals �N with depth-derived normals Nd:

Lgeo =
�

u

�(u)
�
1� cos( �N,Nd)

	
, (11)

where �(u) denotes accumulated opacity. This penalizes mis-
aligned or floating primitives.

Scale Regularization: To promote solid surface reconstruction
over volumetric fog, we minimize the smallest scale component
sk,min of each primitive:

Lscale =
�

k

min(sk,x, sk,y, sk,z). (12)

This encourages Gaussians to act as surfels, ensuring geometric
plausibility.

3) Optimization: The final loss function Lgs is designed to
leverage the complementary strengths of LiDAR geometry and
camera appearance,

Lgs = �rgbLrgb + �geoLgeo + �scaleLscale. (13)

where �rgb = 1.0, �geo = 0.001, and �scale = 10.0 are empiri-
cally set.

IV. EXPERIMENTS

A. Implementation Details

Our NSDF employs an InstantNGP-like architecture [15] with
multi-resolution hash encoding and a 3-layer MLP decoder (64
channels/layer). For training, we sample 4096 rays per batch,
each with 4 surface and 4 free-space points. The framework
undergoes 10,000 iterations for NSDF initialization, followed
by 30,000 iterations for 3DGS optimization. Experiments are

Authorized licensed use limited to: TONGJI UNIVERSITY. Downloaded on June 17,2026 at 05:24:47 UTC from IEEE Xplore.  Restrictions apply. 



8692 IEEE ROBOTICS AND AUTOMATION LETTERS, VOL. 11, NO. 7, JULY 2026

TABLE I
QUANTITATIVE SURFACE RECONSTRUCTION RESULTS ON INS

implemented in PyTorch/CUDA, conducted on an AMD Ryzen
9 5900X CPU and an NVIDIA RTX 3090 GPU.

B. Experimental Settings

Baselines: A comprehensive comparison is conducted be-
tween FillFusion-GS and two categories of state-of-the-art
methods. The first category encompasses novel view synthesis
methods based on sparse initialization, including PGSR [30],
3DGS [6], and 2DGS [18]. To ensure a fair comparison, posed
LiDAR point clouds are utilized to determine the initial spatial
distribution of their primitives. The second category incorpo-
rates LiDAR geometric constraints, of which GS-SDF is a
leading representative [24].

Datasets: We utilize the INS dataset [14] for its large-scale
indoor scenes and ground-truth meshes, where sparse LiDAR
scans challenge structural completion. Furthermore, we intro-
duce the Jishi dataset, collected via a custom handheld device
(Fig. 2). Featuring flexible trajectories, severe viewpoint shifts,
and varying camera heights, Jishi provides a challenging bench-
mark for evaluating rendering and reconstruction performance.

Metrics: Rendering quality is assessed via PSNR, SSIM, and
LPIPS. Geometric accuracy is evaluated against ground-truth
meshes using Chamfer Distance (C-L1, cm), Accuracy (cm),
Completeness (cm), and F-Score (<10 cm, %).

C. Comparative Study

Surface Reconstruction: The quantitative surface reconstruc-
tion results on the INS dataset are presented in Table I. It is
observed that our FillFusion-GS surpasses the competitors by a
large margin in all evaluated metrics. While all compared meth-
ods incorporate optimization for geometric consistency, ours and
GS-SDF significantly outperform PGSR. This advantage stems
from the fact that both methods utilize geometric constraints to
effectively extract scene surfaces and perform uniform sampling
prior to primitive initialization. This strategy establishes a robust
geometric prior, thereby substantially improving reconstruc-
tion accuracy. Notably, regarding the Completeness metric, our
method achieves a distinct advantage over the competitors. This
improvement is attributed to the proposed VP-GSC module,
through which unobserved structural voids are effectively filled.

Qualitative visual comparisons of surface reconstruction
across different methods are presented in Figs. 3 and 4, from
which three key observations can be derived. First, methods em-
ploying surface extraction and uniform sampling for primitive
initialization (GS-SDF and Ours) exhibit significantly superior
reconstruction performance compared to PGSR, which relies
on sparse initialization. Second, our FillFusion-GS effectively
bridges both inter-scan voids and unobserved voids. Remark-
ably, enabled by the VP-GSC module, it successfully recovers
geometry even in regions where the ground truth is missing.
Finally, the local views in Fig. 4 demonstrate that our method

Fig. 3. Qualitative surface reconstruction comparison on INS.

captures intricate geometric details, validating the effectiveness
of the proposed cross-modal consistency optimization scheme.

Rendering: Quantitative comparisons of novel view syn-
thesis on both the INS and Jishi datasets are summarized in
Table II. It is evident that the proposed FillFusion-GS achieves
superior performance across all evaluated scenes and metrics.
Notably, sparse initialization-based methods (2DGS, 3DGS,
PGSR) struggle with these scenarios. Due to the lack of multi-
angle redundant observations in free-form trajectory data, these
methods often undergo disordered and redundant densification
within structural voids, leading to severe artifacts and com-
promised geometric fidelity. In contrast, our method demon-
strates a notable improvement, particularly in LPIPS. This is
primarily attributed to the VP-GSC module, which effectively
fills unobserved voids to ensure a structurally complete spatial
distribution of primitives. Crucially, this mitigates the disordered
deformation and splitting of primitives often caused by attempts
to cover void regions during optimization, thereby guiding the
model to capture more intricate texture and structural details.

As indicated by the rendering comparisons in Figs. 5 and 6,
it is observed that richer texture details are captured by our
method. In Fig. 5, our method achieves superior rendering results
on the ventilation grilles of the door and the carpet textures.
Additionally, in the regions with sunlight reflection shown in
Fig. 6, our method captures significantly more details.

D. Ablation Studies

To quantify the contribution of each core component, ablation
studies are conducted on the INS dataset. Three variants of
FillFusion-GS are evaluated for comparative analysis:� w/o VP-GSC: Removing the visual planar-guided geomet-

ric structure completion module;� w/oLgeo: Disabling the cross-modal structural consistency
loss (Lgeo);� w/o Lscale: Removing the scale regularization (Lscale).

Corresponding quantitative results are summarized in
Table III, while qualitative comparison results are visualized
in Figs. 7 and 8.

As shown in Table III, removing VP-GSC increases the C-L1
error from 4.18 cm to 18.67 cm, indicating a severe degradation
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Fig. 4. Qualitative surface reconstruction comparison on the Jishi. As shown in the zoomed-in regions (red and blue boxes), PGSR is afflicted with geometric
noise and missing structures, whereas GS-SDF suffers from over-smoothed details as well as incomplete structural reconstruction. In contrast, our method achieves
superior geometric completeness and structural fidelity.

TABLE II
RENDERING RESULTS ON THE INS DATASET AND JISHI DATASET

TABLE III
IMPACT OF DIFFERENT MODULES ON RENDERING AND GEOMETRIC QUALITY

in reconstruction accuracy. This degradation can be attributed
to the incomplete reconstruction of LiDAR-unobserved regions
in the absence of VP-GSC, which results in missing structural
geometry. The qualitative results in Fig. 7 further show that
VP-GSC effectively fills large-scale voids on floors and walls,
while the completed structure also benefits novel view synthesis.
The geometric consistency loss Lgeo improves both rendering
fidelity and reconstruction accuracy, as verified in Fig. 8 and
Table III. By aligning rendered depth with normal directions, it
promotes local geometric consistency and smoothness, reducing

TABLE IV
EFFICIENCY ANALYSIS ACROSS METHODS ON MNE INDOOR1

surface noise and preserving fine details. Finally, the scale loss
Lscale mainly enhances rendering quality by encouraging Gaus-
sian primitives to flatten and adhere to the underlying surface.
Without this regularization, primitives tend to over-expand and
float, causing visible ghosting artifacts as shown in Fig. 8.

E. Efficiency Analysis

As shown in Table IV, our method achieves superior rendering
speed and a more compact model size than GS-SDF. This
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Fig. 5. Rendering results between different competitors on the INS dataset’s
indoor2 scene.

Fig. 6. Rendering results between different competitors on the Jishi dataset’s
jishi6 scene.

Fig. 7. Ablation analysis about VP-GSC.

efficiency gain stems from the VP-GSC module, which pre-
vents redundant and disordered Gaussian splitting and cloning
in unobserved voids by enforcing structural constraints. While
our framework remains more computationally intensive than
standard 3DGS due to the completion process, it maintains a
real-time rendering rate (74.0 FPS). This trade-off is justified

Fig. 8. Ablation analysis about Lgeo and Lscale.

Fig. 9. Visual comparison of failure cases. Surface reconstruction results
across methods are compared under incorrect plane detection in the presence of
inter-scan voids (first row) and unobserved structural voids (second row).

by the substantial gains in rendering fidelity and geometric
completeness, enabling robust large-scale mapping.

F. Limitations and Failure Case Analysis

Our method relies on plane detection confidence to trigger
structural completion; in scenarios with robust LiDAR coverage,
such as outdoor environments, the VP-GSC module remains
inactive, thereby preventing erroneous geometric completion.
Furthermore, the VP-GSC module performs structural comple-
tion locally and incrementally; as video frames are ingested,
voids are iteratively recovered. This robust, gradual completion
strategy effectively mitigates the risks associated with potential
multi-plane misidentification.

However, as illustrated in Fig. 9, failure cases may arise
in complex scenes: Inter-scan Voids (Fig. 9, Row 1): When
false plane detections coincide with dense LiDAR coverage or
minor inter-scan voids, the system reverts to standard NSDF +
cross-modal optimization. VP-GSC is not triggered, ensuring
no adverse impact on geometric reconstruction. Unobserved
Structural Voids (Fig. 9, Row 2): In cases where false plane de-
tections overlap with unobserved structural voids, the VP-GSC
module may initialize imperfect geometry. However, subsequent
cross-modal Gaussian optimization refines these primitives to
a certain extent. As shown in the comparison with GS-SDF,
our approach yields results that, while not flawless, significantly
outperform baselines lacking structural completion.
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V. CONCLUSION

In this work, we propose FillFusion-GS, a geometry-aware
hybrid explicit-implicit LiDAR-camera fusion framework for
large-scale real-world reconstruction. By integrating implicit
surface extraction with a Visual Planar-Guided Structure Com-
pletion (VP-GSC) module, FillFusion-GS fills inter-scan and un-
observed voids to produce dense and structurally complete Gaus-
sian primitives. A cross-modal consistency optimization further
improves both photorealistic rendering and geometric accuracy.
Experiments on public benchmarks and the self-collected Jishi
dataset show that FillFusion-GS outperforms state-of-the-art
methods in rendering quality and structural completeness, en-
abling robust robotic mapping.
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